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Abstract 
The upcoming ratification of HTTP/3 represents a substantial change to the current paradigm, since it 

is a departure from using TCP as the transport layer solution. The new iteration of HTTP is based on 

QUIC, a protocol that marshals UDP in the transport layer for transmission of data packets, while 
implementing flow control and error recovery logic at the user space, contrary to the practice in TCP, 

where those features are implemented at the kernel level. QUIC also makes the use of TLS certificates 

mandatory and reduces the number of RTT required in the handshake process and has been used in 

production servers for some of Google’s services since 2016. 

QUIC has reportedly shown better performance in comparison with current versions of HTTP in 

scenarios where networks feature higher latency rates and errors and is considered to be at the same 

performance level in other scenarios. The comparisons, however, focus normally in PLT testing and 

rarely treat the use case of Services Based Architectures (SBA) where components connect to each 
other through REST APIs via HTTP, such as in the case of microservices or the services in the 5G SBA. 

In this research we developed and evaluated a microservice application that allowed us to experiment 

a diversity of scenarios that could plausibly emulate a real-life production environment for microservices 

or a 5G network deployment on which we could control and monitor performance. 

The data obtained from our experiments indicate the suitability of HTTP/3 for networks prone to errors 

and higher latency, such as cellular, where this protocol fares noticeable better than the previous 

versions in all the evaluated scenarios, such results are in line with the research findings of other 

authors. The data indicates as well that in scenarios of low latency and absence of error such as 
expected in virtual networks aggregating containers hosted in a common virtual machine HTTP/3 

performance is not an advantage over previous versions, and we argue that it is not ready to be used in 

this context at this time. 
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Resumo 
 

A iminente ratificação da terceira versão do protocolo HTTP representa uma mudança substancial no 

paradigma atual, significando o fim da utilização exclusiva de TCP na camada de transporte, uma vez 
que HTTP/3 toma por base o protocolo QUIC, o qual utiliza UDP na camada de transporte para 

transmissão de pacotes de dados, implementando funcionalidades de controlo de tráfego e correção 

de erros no espaço do utilizador, ao contrário de TCP, que as implementa ao nível do kernel. 

QUIC também torna obrigatória a utilização de certificados TLS e reduz a quantidade de RTT 

necessárias no processo de negociação de ligações (handshake). Este protocolo vem sendo utilizado 

em servidores de produção de alguns serviços da Google desde 2016, tendo demonstrado melhor 

desempenho em relação à versão atual de HTTP em cenários onde as ligações de rede apresentam 

maiores taxas de erros e latência, considerando-se que nos restantes cenários o desempenho é 
equivalente. No entanto, as comparações publicadas referem-se na maioria dos casos a testes PLT e 

raramente abordam o caso de utilização do protocolo HTTP em arquiteturas baseadas em serviços 

(SBA) que se comunicam utilizando APIs REST, tal como nos casos de microserviços ou da rede 5G. 

Nesta investigação desenvolvemos e avaliamos uma aplicação em microserviço que nos permitiu 

experimentar diversos cenários que pudessem reproduzir de forma plausível ambientes de produção 

reais de implementação de redes 5G e microserviços, nos quais pudemos controlar e monitorizar o 

desempenho dos protocolos. 

Os dados recolhidos nas nossas experiências confirmam a adequação de HTTP/3 a redes com 
propensão a maiores taxas de erros e latência tais como redes sem fios e celulares, uma vez que o 

desempenho desta versão do protocolo foi marcadamente superior ao das versões anteriores, em linha 

com os resultados de investigações anteriormente publicadas. Por outro lado, não se observaram 

quaisquer ganhos no desempenho de HTTP/3 em cenários com taxas de erros e latência baixas ou 

nulas tais como microserviços alojados no mesmo servidor ou distribuídos e partilhando a mesma rede 

virtual, tendo-se de facto verificado um desempenho inferior em relação às versões anteriores nesses 

cenários, o que nos leva a concluir que o estado atual desta tecnologia não a torna adequada para 
estes casos. 
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1 Introduction 
In this section we start by presenting the context on which the current research is founded and proceed 

to enunciate the problem definition, proposed solution and research methodology. We close this section 

by setting forth the structure of the entire document. 

1.1 Context 
Microservices architecture is a type of structure in the software development field that proposes the 
division of code bases for well-defined groups of features and services on a software system in discrete 

and self-contained entities known as microservices [1]. These entities should provide an input and output 

for communication with other entities. This architecture has benefits such as: 1 - the simplification of 

code bases, as each microservice holds a limited amount of features or services, making it easier to 

test and improve the logic [2]; 2 - flexibility of development insofar, as several teams can collaborate on 

the same project by developing, deploying and publishing different iterations of microservices in parallel 

[3]; 3 - microservices can be developed in different programming languages, enabling the leveraging of 
each, for specific function where they may be better suited for. Despite these benefits, there is an 

increase in complexity of deployment orchestration and publishing procedures that must be 

acknowledged and formalized to ensure the effectivity of the system as a whole. The need to build and 

maintain semi or fully automated systems to assist in deployment and publishing procedures and the 

necessity of new and challenging testing strategies to encompass the diversity of code bases in different 

microservices and the entire system are two direct results of the increase in complexity associated with 

this kind of architecture. 

The 5G System Architecture [4] identifies the different services/network functions composing the 5G 
core architecture, performing access and mobility management, authentication, policy control, network 

exposure of functions, among other functionalities. In this sense, the 5G architecture relies in an SBA -

, where the different services have interfaces that support the communication between services and 

clients. In such context, the realisation of the 5G SBA can follow different trends, where some authors 

refer the use of containers to implement services in 5G networks, such as Content Delivery Network 

services (CDNaaS) [4] or for MEC services [6]. The traditional deployment model for 5G services follows 

the NFV model, where 5G services are deployed as network functions running in virtual machines with 

managed lifecycles [7]. This model overcomes performance issues with the network I/O performance 
commonly associated with containers [8]. Modern software architectures rely on microservices to 

facilitate the introduction of new functionalities within assured quality and to promote scalability and 

maintenance of services -. Thus, microservices represent a suitable approach towards the realisation 

of the 5G SBA. 

Given that microservices are set up as black boxes listening to inputs and providing outputs to other 

microservices, communication between them becomes a point of particular relevance. Communication 

is required to be fast, reliable and secure, with transactions that follow common patterns and protocols 
to enable a simple and smooth workflow on the system. 
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REST APIs, also known as RESTful APIs, are a common answer to this requirement [10]. They enable 

simple and flexible transactions as they make use of standardized and well-established protocols and 

technologies, which encourage their adoption over more customized or purpose-built alternatives such 

as SOAP. The ubiquity of APIs in the current software development spectrum is an industry standard in 

practice, and RESTful APIs are especially important in software related to web technology. This ubiquity 

implies the continued utilization of technologies underlying the HTTP stack, namely TCP in the transport 

layer of the IP (Internet Protocol) network, of which HTTP is in the application layer [11]. The TCP 
protocol includes features for error detection and correction and data packet congestion control that 

provide reliability to transactions, but is slower than the other transport layer protocol, UDP, which 

doesn’t provide these features. 

TCP and UDP were defined and ratified as standards respectively in 1974 [12] and 1980 [13], and are 

both implemented at the kernel level, the core of a device’s operating system, allowing them direct, 

optimized and unencumbered access to its resources. This low-level implementation, however, makes 

it harder to evolve the protocols with improved or new features as any updates to the protocols imply 

modifications in the kernels’ code base, which are less frequent than other functionalities of the operating 
systems. The diversity of devices, kernels and vendors adds to the challenge of keeping those protocols 

up to the demands of the evolving technology ecosystem in what is dubbed as an ossification process 

[14]. In fact, despite some updates and additional features added to the TCP protocol in the last 45 

years, the main functionality is still the same as the original standard [14]. MP-TCP, a feature that allows 

redundancy of transactions using distinct parallel paths or channels, is one of the few examples of an 

additional feature to TCP that was able to reach standard status [15]. 

The perception of these shortcomings leads to the proposal of alternative protocols that could better 

respond to the increased pressure for new and improved features at that level. SCTP and DCCP were 
devised to replace TCP and UDP with arguably improved functionalities, but never gained wide support 

and became niche protocols [16]. 

In 2012 Google presented a new alternative protocol known as QUIC [17]. This protocol leverages UDP 

by using it at its core, which allows it to remain compatible with existing infrastructure, but improves on 

it by adding features such as error correction, data loss protection, packet congestion control and 

encryption. These additional features are not implemented at the kernel level, but instead at the user 

space level. This approach tackles the market penetration and adoption and the protocol update issues 
by presenting a hybrid solution that claims to deliver speed, reliability and security [18-19-20]. The fact 

that this protocol maintains compatibility with the HTTP standard may prove crucial for its adoption, and 

it was recently announced it would be the basis for the definition of the third major iteration of it, HTTP/3 

currently in ratification process by the IETF [21]. 

QUIC is in a state of active development, and it’s used in production on some of Google’s products and 

services such as YouTube. Data supplied by the company suggests 31% of traffic on their servers in 

2017 is related to this protocol [18] and this was translated into speed increases in specific network 

condition scenarios. Independent research and testing has been done since 2016 [22] that indicate 
gains in performance when compared to HTTP over TCP under specific conditions, but the focus has 

been mostly on comparing loading times for web pages with variable amounts of images or streaming 
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video under variable network conditions [22-23-24-25-26-27-28]. The state of active development also 

means that results for tests performed on a given development build of the code may not correlate with 

the next build, as features are in constant improvement or regression between builds. Notwithstanding 

that, the generality of tests suggest effective gains of speed for HTTP over QUIC when compared to 

HTTP over TCP with a similar level of reliability in data delivery and security [20]. 

Transactions between microservices using APIs usually consist of smaller amounts of data than what is 

involved in loading web pages with images or videos. Data is transmitted in short binary streams or text 
structured usually in either JSON or XML. 

 

1.2 Problem definition 
Microservices share an application domain and may or may not be located in the same virtual machine, 

benefiting in any case of a high debit network connection. On the other hand, 5G is implemented in 

cellular networks, which may be affected by a number of constraints to its performance. These unique 

conditions don’t appear to have been sufficiently addressed so far, so it is not possible to this day to 

argue any benefits or constraints to the use of HTTP over QUIC when compared to HTTP over TCP in 

those conditions. Thus, the research question addressed in the present work emerges with the following 
formulation: Are there performance benefits if microservices adopt HTTP over QUIC for their 
transactions instead of HTTP over TCP?  

The answer to this question must be a legitimate comparison of performance in similar testing 

conditions, safeguarding the fact that HTTP over QUIC is still a work in progress, so the gathered results 

will only be valid for the tested build version. 

 

1.3 Solution objectives 
The objective of this research is to contribute to the understanding of how the HTTP/3 protocol performs 

when compared with the previous protocol versions in a range of scenarios not completely covered by 
previous research. This objective can be divided in two goals:  

• Goal 1 – validate whether this technology delivers performance increments for scenarios of low-

latency and frequent transaction of small amounts of data such as in the case of microservice 

transactions using REST APIs when compared with previous versions of the protocol;  

• Goal 2 - assert if it might be a candidate for use in an SBA information system such as the 5G 
core network, which Service Based Architecture relies on services exposing their functionalities 

in APIs. 

 

1.4 Research methodology 
The methodological approach for this work follows the action research methodology encoded by Lewin 

[29], which proposes a set of well-defined procedures done in a cyclical manner, each one reflecting an 
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iteration of the experimental method. It’s application to the specific field of information technology is 

informed by the work of V. Santos, L. Amaral and H. Mamede [32]. 

The first cycle began with an initial reflection stage on the possibility of performance advantages for the 

new version of HTTP, which employs QUIC at its core, over previous ones in microservice and SBA 

connections. An initial exploration of the state of the art for this idea led to the formulation of the 

hypothesis and the proposal of a solution to verify it in the planning stage, which meant devising a data 

collection strategy based in having a controlled environment where comparison tests could be performed 
for all HTTP versions to gather a diversity of performance data, including timings, memory and CPU 

usage. On a second phase of the planning step, after a second reviewing the state of the art, our 

understanding regarding the performance of QUIC was modified, since the results achieved in the 

evaluation of other authors pointed that QUIC was able to achieve better performance in a very specific 

set of scenarios. During this step we developed an application that could be instantiated as a 

microservice able to connect to other instances. This allowed us to collect real-time data during all the 

request stages, which could be quantitatively analysed. The details of this application are exposed in 

section 4 of this work. The execution of the first batch of tests, corresponding to the action step, led to 
some further optimization of the application to better answer the requirements of our data collection, and 

the analysis of the obtained results in the observation step using data visualization artefacts created 

with our R data pipeline prompted us to a reflection challenging the assumptions we made for this first 

cycle. 

The second cycle of this research started with the realization that comparing results of tests running in 

local environments against the same tests running in a cloud system contributed only a negligible value 

to our research. This realization prompted us to devise scenarios in the planning step solely in the cloud 

where the microservices would be placed in different virtual machines on a virtual network, as opposed 
to running them all on the same virtual machine either as single applications or containers. 

On a third phase we reformulated our testing strategies based on the results obtained on the previous 

iteration of experiments. We decided that we should add scenarios with different levels of latency and 

random noise in the network to obtain more data regarding the second objective. This shift of focus to 

the second objective was deemed necessary given the need to enrich our dataset with more diverse 

data. The new scenarios meant some small adaptations to the original application code to reflect the 

new requirements, and the data collected was analysed, leading us to consider we had an answer to 
the first objective set forth on section 1.3. 

A third cycle was necessary due to the need to obtain more data to answer the second objective of this 

research, the assertion of adequacy of using HTTP/3 for communications in the 5G SBA. During the 

planning step we focused on the performance of HTTP/3 and the previous versions of the protocol with 

different network conditions in terms of latency and errors by creating a new set of scenarios, building 

upon the ones created in the previous cycles. During the action stage we ran those scenarios, following 

the same procedures previously established to collect data and generate visualization artefacts. The 

observation of the obtained data indicated there was still work to be done in terms of data diversity, 
which prompted further research work. 
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The fourth and final cycle arose from the realization that our dataset would be incomplete and with 

limited relevance for 5G SBA if we limited the number of concurrent clients to 4 in the second test suite, 

as was the case until this cycle. Therefore, in the planning step we devised running the scenarios for 

this test suite with an increased number of clients (50) to obtain statistically more relevant data. Having 

run the entire tests and following data collection and analysis procedures, we considered the obtained 

results, exposed on section 6, relevant to sustain the arguments set forth on the conclusions presented 

on section 7. 
 

1.5 Document structure 
This dissertation consists of seven chapters. 

The first chapter is an introduction to the dissertation topic, which includes the contextual information 

where we locate the thought process and motivations that originated the research, followed by the 

formulation of the research question itself and the statement of the research objectives. 

The second chapter deals with a detailed description and discussion of what are the QUIC and HTTP/3 

protocols, their inception, characteristics, benefits and challenges. 

In the third chapter we review the state of the art in research related to the comparison of performance 
between TCP and QUIC protocols, covering the different versions of the HTTP protocol. 

The fourth chapter deals with the development and implementation of our own custom testbed, an 

application that can be configured to run as a set of microservices, simulating real-life use scenarios, 

used on our comparison experiments. 

In the fifth chapter we describe the performed experiments, consisting of two scenarios with varying 

number of microservices, different environments and amounts of data transmitted per request. The 

experiments also cover running inside containers and as single binaries in a common user space. 

The sixth chapter consists of the exposition of results obtained by analysing the data collected in our 
experiments. We present several aspects of the data in charts and tables, in order to obtain a clear 

picture of the results obtained. 

The final chapter consists of the conclusions and findings of this research. We discuss the 

methodological approach taken and the results obtained in light of the context, and point to future 

research possibilities based on our own observations and conclusions. 

In the annexes we present additional information on how to build the code for the testbed application. 
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2 HTTP/3 
This section contains an overview of the HTTP/3 protocol since its inception and motivations behind its 

development and adoption. Subsequently we detail the most salient features of the protocol to present 

a more complete picture of it. 

2.1 From QUIC to HTTP/3 
Originally developed by Jim Roskind at Google in 2012 [17], the QUIC protocol since then gained 

momentum and went on to be deployed first on Google’s own servers for a number of services as part 

of its development and experimentation process, it has since been proposed as an Internet Engineering 

Task Force (IETF) standard in 2016 [31]. This proposal lead to the creation of a working group that has 

been evolving the QUIC specifications [32] towards its formal adoption as the transport protocol for the 

new version of the HTTP standard - HTTP/3 [13] whose ratification process is expected to be completed 

by the end of 2019. 
QUIC is defined as a multiplexed and secure general-purpose transport protocol providing a set of 

features implemented at the application level and marshals UDP to send data packets as its substrate. 

This behaviour makes it compatible with existing and legacy systems, thus facilitating its deployment in 

existent IP based networks. 

The genesis of this protocol traces its roots to the parallel development of the SPDY done also by Google 

that became the basis of HTTP/2. As such, the stated motivations set forth on the original proposal 

include “to better support SPDY -, and to further coalesce traffic. SPDY currently runs over TCP, but 

has encountered a few performance limitations”. This is in line with the more global motivation of 
reducing latency throughout the Internet, providing a more responsive set of user interactions stated on 

the same founding document [17]. 

The ratification process for the QUIC and HTTP/3 protocols at the IETF meant the divergence of the 

original codebase from the one originally presented by Google, due to the need for a more modular and 

general-purpose architectural solution. Google maintains its own codebase which is tracking the IETF 

feature implementation and will be deprecated when the final version of HTTP/3 is published. 

Given the fact that the IETF implementation is intended to be the standard, from this point on we shall 

refer to QUIC as HTTP/3 and focus on this implementation. 
 

2.2 Features of HTTP/3 

2.2.1 Stream multiplexing 

HTTP/3 inherits the stream multiplexing concept from HTTP/2 (i.e. the ability of using the same 

connection to transfer distinct streams of data or requests in concurrence using the same TCP port), but 
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implements it in a different way due to the fact that data packets are not sent through a TCP persistent 

connection. In HTTP/3 data packets are sent through bursts of individual UDP messages, each one 

containing frame identifiers and parts of the payload. This process allows for concurrency of requests 

and streams of data given that packets can arrive at the destination in any order and always have 

reference to what request they are bound to, thus increasing flexibility in communications, as it allows 

the transmission of distinct layers of data at the same time. 

 

2.2.2 Stream and connection-level flow control 

This feature is a consequence of stream multiplexing. UDP acts only as a single message provider, so 

any kind of flow and congestion control is implemented by HTTP/3 in the application layer. In effect, 

contrary to TCP where error recovery means the reinitialization of the whole stream of packets, in 

HTTP/3 packets are UDP messages with enough header metadata (Figure 1) to identify themselves 

and account for packet loss, allowing the system to request lost packets individually. 

FEC (Forward Erasure Correction), a feature that would allow pre-emptive and adaptive error correction 

measures in high latency and lossy networks was also part of the original implementation of this set of 

features but was rolled back due to non-optimal performance at the time. A FEC implementation is part 
of the future roadmap for the technology. 

 

 
Figure 1 - QUIC packet header [32] 

 

2.2.3 Low-latency connection establishment 

The protocol sends on the first connection (RTT) all the headers needed to establish a 

successful connection or fallback to TCP (HTTP/2). The headers sent include not only the 

mandatory encryption information but may also include information for any other available 

protocols which will be negotiated on that moment, eliminating the need for further negotiations 

or establishment of separate connections. The protocol also implements a fallback feature 

where HTTP/2 will be used if a successful HTTP/3 can’t be established. Figure 2 depicts the 
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comparison of handshake sequence between TCP+TLS 1.2, TCP+TLS1.3 and QUIC (using 

TLS 1.3 by default) on first and subsequent connections. TCP needs 3 or 2 roundtrips of the 

handshake procedure before the data transfer can be initiated, depending on the version of 

the TLS protocol in use. QUIC, however, only needs one roundtrip for the same effect, as all 

the TLS headers are sent on the first RTT. On subsequent connections, QUIC will not need a 

handshake (0RTT), while TCP will need either 2 roundtrips or one, depending again on what 

version of TLS is in use. 
 

 
Figure 2 - Handshake round-trip time (RTT) of different protocols. (a) First-time connection establishment. (b) 

Subsequent connections. (adapted from [20]) 

 

 

2.2.4 Connection migration and resilience to NAT rebinding 

The HTTP/3 protocol implements unique connection identifiers generated by both the client and the 

server which are independent from the client IP and allow session persistence between connections. 

This addresses the losing of connection and need to negotiate a new one due to changes in the network 

such as service change or NAT rebinding. A common example of this is the loss of connectivity in HTTP 

over TCP when moving from a Wi-Fi connection to cellular data connection, where all TCP connections 

need to timeout before a new connection can be established. Figure 1 depicts the structure of a QUIC 

packet, including the source and destination connection identifiers. 
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2.2.5 Authenticated and encrypted header and payload 

HTTP/3 makes encryption mandatory through the use of TLS certificates. The first connection 

established sends the negotiation information in the header, and the response when 

successful becomes an encrypted, secure connection. From that point on, any further data 

transmission will have the headers and payload encrypted. Figure 2 depicts on the right side 

the connection establishment sequence for QUIC on a first connection and subsequent 

connections. Contrary to TCP where encryption is done for the whole stream of data, in HTTP/3 

packets are individually encrypted, so they can be decrypted immediately on arrival, and are 

not dependant on other packets. This unique characteristic reduces the possibility of 

eavesdropping as the capture of a sample of packets would not be enough to infer data 

patterns [33]. 
 

2.2.6 Marshalling of UDP to transfer data packets 

All the features listed above are implemented at the application level, being executed in the 

user space. However, the data packets are transported using the UDP protocol. This 

characteristic makes it compatible with existing systems implementing IP networking, but may 

have an impact in the use of more CPU and memory due to a more constrained access to 

system resources. 
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3 Related work 
In the previous chapter we presented an overview of the HTTP/3 protocol and its features to better 

contextualize the research. 

In this chapter we outline the state of the art in research related to QUIC and HTTP/3, including on it a 

matrix of the studies that focus on performance comparison between distinct HTTP versions or QUIC 
and TCP. 

 

3.1 Motivations for developing a new protocol 
The ossification issue in the protocols of the transport layer in the IP network model is evidence of their 

success, and G. Papastergiou et al [7] organized a survey leading to communication about this subject 

where they identify the main cause for this process to be the prevalence of a diversity of middleware 

boxes for network traffic control such as routers, network switches and gateways from multiple vendors 

whose characteristics or life cycles limit the adoption of new features on existing protocols or entirely 
new protocols. The authors analysed the factors at play in the ossification process and identified the 

requirements to solve it, including on their analysis the existing approaches aimed at solving parts of 

the problem, such as changes in the transport layer, alternative protocols such as SCTP, DCCP and 

uTP or more flexible APIs in the IP network definition. They argue that proposed alternatives to address 

this challenge focus on particular aspects of the problem and consider that a holistic solution such as 

the one provided by QUIC may be helpful in tackling the issue. Other authors mention the ossification 

issue as one of the big motivations for the development of this protocol, specifically A. Langley et al [18], 

Q. De Coninck & O. Bonaventure [23], M. Piraux et al [19] and K. Wolsing et al [27]. 
The handshake process in TCP connections is lengthy because it requires 2 or 3 cycles of request 

between client and server to establish a successful connection (RTTs), depending if a cryptographic 

certificate is used or not. Arguably one of the most important characteristics of HTTP/3 is the ability to 

successfully establish connections on the first request, by sending headers and cryptographic 

credentials immediately. This feature allows the transmission of the payload to start earlier, reducing the 

impact of the handshake on the overall connection time. G. Carlucci et al [22] studied the effectiveness 

of this process in the early versions of development of the protocol and argues it has an impact in overall 

speed, and subsequent studies have also stressed its importance [20-23-24-25-34-35]. K. Wolsing [27] 
concludes that this specific feature of HTTP/3 makes an important difference even when compared with 

optimized implementations of previous versions of the protocol. 
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3.2 Performance comparison studies 
The comparisons of performance between the earlier versions of HTTP and the several iterations of the 

upcoming HTTP/3 protocol start appearing in the literature with the independent research by G. Carlucci 

et al [22] in 2015. In their paper the researchers focus on testing the features implemented in the new 
protocol in a detailed way, using a controlled and configurable testing environment that allowed them to 

replicate different network conditions. They compared the performance of HTTP/1.1, SPDY and the 

version of QUIC in development at the time under a set of variable conditions, and concluded that even 

though QUIC fared better in conditions of higher latency and lossy networks regarding HTML page 

loading times, its implementation of the FEC (forward erasure correction) module was hindering overall 

performance, arguing for its deactivation.  This conclusion was in line with the results obtained by the 

proponents of the protocol itself, and A. Langley et al [18] mentions its rolling back from the codebase 
as part of the lessons learned during the development process. In a recent work F. Michel et al [36] 

implemented a new modular version of FEC in QUIC and argue it can bring benefits for very error-prone 

networks such as aircraft communications. 

Performance comparison experiments have been made by a number of independent research teams 

over the past few years, featuring different network conditions. The adoption of the PLT metric (page 

loading time) is common, as it is considered a good practice in the industry. S. Cook et al [26] use this 

metric in loading YouTube pages over ADSL and mobile connections and found their results largely 

agree with previous studies on the better handling of high network latency by HTTP/3. They argue that 
the size and frequency of objects being transferred in the network impacts generally on the performance, 

and HTTP/3 gains a clearer advantage on that specific scenario. Other authors such as K. Wolsing et 

al [27], Y. Yu et al [28]  and A. M. Kakhki et al [37] use this metric on their works as well, with similar 

results. 

The hybrid approach to the design of the HTTP/3 protocol, with its implementation of features being 

executed in the user space is seen by P. Wang et al [25] as a disadvantage in a direct comparison with 

the TCP-based version of the protocol. The authors of this paper propose therefore an implementation 

of QUIC at kernel level for comparison purposes, and make several tests. The obtained results confirm 
other studies, indicating an advantage in performance for QUIC in lossy or high latency networks or low 

bandwidth. The authors observed that QUIC does not try to impair other protocols concerning the 

sharing of system resources when used in concurrency. Y. Yu et al [28] compared the sharing of 

resources between QUIC and TCP at the transport layer level as well. They conclude that even though 

the sharing of resources in concurrency is fair, QUIC performs at an advantage only in cases where 

networks are lossy or lowly buffered, while lagging behind TCP in conditions of no loss and infinite buffer 

size. The size and number of objects transmitted are also pointed out as relevant, having the authors 
concluded that QUIC fares better when transmitting multiple smaller objects than TCP. 

The comparison of performance between protocols focuses the security aspects as well. Y. Zheng et al 

[24] made experiments comparing the performance of HTTP/2 with TLS over TCP against HTTP/2 with 

TLS over QUIC. The results of the experiments show a better performance of HTTP/2 with TLS over 

QUIC on all scenarios, especially in the ones with higher network latency, which may be explained by 

the error correction logic of the protocol implemented on the user space. The experiments were made 
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with simple client-server connections through Wi-Fi and commercial mobile networks simulating real use 

cases. The results indicate that the size of artefacts being transferred is also relevant when comparing 

these two protocol stacks, having the authors observed that QUIC gains in performance in scenarios of 

higher network latency and smaller artefacts transferred. 

The comparisons of performance between HTTP/3 and the earlier versions are not limited to core 

features of the protocols. Q. De Coninck and O. Bonaventure [23] propose an extension to the QUIC 

protocol allowing multipath (MPQUIC), a feature already applied to TCP (MP-TCP). This technology 
gives the ability for the protocols to establish multichannel connections when these are available. 

Implementation techniques and experiments made are discussed in the article, including performance 

comparisons between MPQUIC and MPTCP. These performance comparisons indicate advantage to 

MPQUIC in higher network latency scenarios, which is coherent with the generality of performance 

comparisons in other articles. The code for the extension proposal is open source and is available for 

analysis and test. 

Not only do researchers analyse the data generated by their own controlled environments, but they also 

start to have access to real internet traffic data. J. Rüth et al [34] present the results of an analysis of 
real traffic data provided by telecom operators comprising distinct time ranges. The purpose of the study 

is to identify and measure the amount of QUIC connections established during the time periods, making 

it the first article to contribute with observations of large-scale real data published by a third-party 

research. The article builds on previous research about security and stability of the protocol and the 

resulting figures seem to agree with Google’s own relating to performance and global market penetration 

of the QUIC protocol. 

 

3.2.1 Performance comparison research matrix 

The table blow depicts a matrix of some of the literature related to comparison of HTTP/3 performance 

against previous version of the protocol or QUIC against TCP. 

Source Year Version Tests Results 

[19] 2018 multiple Tests server support for the IETF 
implementation of QUIC, 
capturing the diversity of 
versions and their adherence to 
its development status.  

There are multiple versions of QUIC 
deployed in web servers and not all of 
them support the core set of features 
defined on the IETF implementation 
at the time of writing of this paper. It is 
reasonable to guess that this situation 
will only be corrected when the 
specification is finalized and ratified 
as standard. 

[22] 2016 v21 Compares error correction 
mechanisms between TCP and 
QUIC; 
Compares implementation of the 
CUBIC algorithm for congestion 
control between TCP and QUIC; 

Better performance for QUIC in 
situations of network underbuffering 
and noise, but worst performance 
when the FEC (forward erasure 
correction) module is activated on the 
server. Better performance than 
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Compares HTML page loading 
times between QUIC, SPDY and 
HTTP/1.1 with TLS;  

HTTP/1.1 and SPDY in page loading 
times in scenarios of lossy networks.  

[23] 2017 
 

Compares MP-TCP to an 
experimental multipath 
implementation for QUIC. Test 
cases limited to download of 
small files and connection 
transfers. 

A multipath implementation for QUIC 
could bring more performance to it 
than MP-TCP does to TCP proper. 
MP-QUIC has better resilience than 
MP-TCP in lossy networks. 

[24] 2017 multiple Compares HTTP/2+TLS over 
TCP to HTTP/2+TLS over QUIC 
in scenarios of connections 
between single and multiple 
clients to server over Wi-Fi and 
mobile networks. 

Correlation between higher network 
latency and better performance for 
QUIC when compared to TCP; 

[25] 2018 
 

Comparison between QUIC and 
TCP in an implementation at the 
kernel level, testing error 
correction, packet delivery times, 
latency and fairness in using 
network resources. Tests done in 
virtual machines and virtual 
networks. 

Better performance for QUIC in the 
majority of scenarios and similar 
performance in the remaining. It is 
observed the advantage of QUIC on 
delivering small amounts of data even 
in lower latency situations. 

[26] 2017 
 

PLT tests comparing HTTP/1.1, 
HTTP/2 over TCP and HTTP/2 
over QUIC with different network 
latencies. Tests initial and 
subsequent PLT, behaviour in 
lossy network scenarios and 4G 
networks, considering the 
network traffic on the network. 

Performance more or less similar 
between the 3 protocol stacks in good 
network conditions but an edge in 
performance for QUIC on lossy and 
higher latency network conditions. 

[27] 2019 multiple Compares the performance of 
HTTP/3 with a heavily optimized 
version of HTTP/2 tuned for the 
best performance.  

Finds that HTTP/3 still outperforms 
HTTP/2 in scenarios of lossy 
networks and high latency. 

[28] 2017 multiple Comparison analysis between 
HTTP/2 and HTTP/3 in 
concurrency over Wi-Fi and 4G 
mobile networks. 

QUIC is less competitive than TCP in 
a network with little loss rate, large 
buffer, or large propagation delay; the 
0-RTT connection establishment 
feature of QUIC has little advantage 
over TCP in practice; and the main 
benefit of QUIC lies in the multi-
stream-based multiplexing 
mechanism  
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[32] 2018 multiple Analyses real traffic data in 
different time frames to obtain 
figures about QUIC deployment 
in production.  

The analysed traffic data points to a 
global penetration of QUIC in the 
range of 2.9% and 9.1% at the time of 
the study, jumping to 41% in the 
same time frames when considering 
only Google originated traffic. 

Table 1 - Matrix of QUIC / HTTP/3 performance research in the literature 

 

3.3 Protocol adoption measurement 
The reaching of a mature and ready for production level of the HTTP/3 protocol is also stated by the 

interests shown in developing server and client libraries implementing the protocol written in various 

programming languages that start to be integrated in popular networking tools. These libraries track the 

evolution of the IETF implementation, and it is important to consider their acceptance and functionality. 

M. Piraux et al [19] provide a comparative study of the distinct QUIC implementations available on 

servers, describing a tool developed by the authors aiming to assert the compliance level of those 

implementations to the characteristics of the versions they are supposed to be compatible with. The 
comparison was made on data collected during two quarters and provides an insight into the state of 

maturity of the experimental implementations of the protocol used in trials and in production. The authors 

aim to evolve the tool along with the protocol to help in continuously mapping its use and assert 

implementation quality. 

 

3.4 Future applications 
The utilization of HTTP/3 may not be limited to simply replace HTTP/1.1 and HTTP/2 on their current 

use cases, typically on the WWW. C. Zhang et al [38] discuss the characteristics of 5G mobile 

networks and the definition of a set of protocols that may support SBA through the Service-

Based Interface component. They argue that the usual Diameter solution, based in the SCTP 

protocol, is not flexible enough for the new architecture and propose the transition to protocols 

commonly used on the World Wide Web such as HTTP/2 over TCP. The authors argue that 

HTTP over QUIC is a promising alternative when it is finally ratified as standard by the IETF. 
The evaluation of the viability of using HTTP/3 in 5G communications is in itself one of the stated goals 

of our study. This research provides a basis for understanding the challenges facing the current state of 

the technology and what contribution could HTTP/3 deliver to it 

.  
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4 Microservice implementation 
In the previous chapter we explored the state of the art that informed our research. 

This chapter describes the development and implementation of our own microservice which is used as 

a testbed to run the experiments devised for this research. We describe in detail the structure of the 

microservice and how it is deployed and executed. We finish this section detailing the data collection 
and monitoring strategies. 

4.1 Introduction 
The concept of microservices as an architectural pattern in software development is widely accepted 

and put in practice through the industry, especially in the deployment of products that interact with the 

Internet. This pattern consists of independent units of single or limited sets of related features of a 

software system encapsulated in a self-contained application providing means of input and output to 

other independent units, acting in practice as a black box to each other. The design of such a system 

must contemplate the communication between different microservices, ensuring common principles and 
practices apply to each one of them. The adoption of APIs in microservices provides the ability for 

standardization of the communication procedures between them, simplifying the development and 

deployment of the microservices, as well as the orchestration of the system as a whole. 

The development and deployment of microservices is usually associated with virtualization technologies 

such as containers. This technology allows for an effective separation of concerns between distinct 

codebases, allowing them to operate in a fully independent mode inside the same physical or virtual 

machine with their own allocated resources. 

For this research we developed a testing application that acts as a microservice and logs transaction 
timings to compare speeds of HTTP protocol versions. This microservice can be run both inside and 

outside a container. 

 

4.2 Skeleton of the microservice 
The skeleton that was implemented for the microservice is depicted in Figure 3. This skeleton represents 

all the features provided by the microservice, even though the availability of those depends on what 

microservice is being instantiated for a given test suite. 

The microservice is able to read a file to incorporate it on its request or response body. This is a set of 

JSON files with given sizes, which represent a variable in test. The microservice can be configured as 
a client, server or both, and is able to collect timing data that is subsequently written to a database at 

the end of the test cycle. The microservice supports the three versions of HTTP in test and requests 

using the GET and POST methods. 

There are monitoring tools running outside the microservice which collect data about memory and CPU 

usage during the full scenario lifecycle. 
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NetEm is used to control characteristics of the network such as packet loss rate and delay for scenarios 

of distributed architecture. 

 
Figure 3 - Microservice skeleton 

The following sections detail each subcomponent of the microservice skeleton.  

 

4.3 Requirements 
The requirement behind the application was to build a command-line tool that, given a set of arguments, 
could be initialized as a server, a client/server or a client, listening and/or requesting on specific ports 

and using specific HTTP versions, running in parallel and communicating in sequence. All the 

transaction times would have to be tracked and the final instance to be reached would collect them in a 

database. The instance responsible for initializing the cycle of requests in the chain would need to read 

the contents of a file with a set size to incorporate on its request body as payload. 

 

4.4 Environment 
The application was developed in Golang version 1.12 darwin/amd64. Golang, or Google Go, is a 

modern all-purpose compiled programming language that offers support for networking features. It was 
chosen due to its flexibility and existence of experimental QUIC libraries that track IETF implementation 

updates. Although the original application was compiled on MacOS, it can be compiled for Linux and 

Windows systems with the appropriate flags. 

Golang offers native support for HTTP/1.1 and HTTP/2 transactions, and we used the QUIC-GO  library 

by Lucas Clemente for HTTP/3 transactions [39], merge 2cec64fb f2289c89 of Tuesday, 21st March 

2019.. 

The version control system to maintain the codebase in use is a Git repository stored in the Github 
service, available at https://github.com/jpbourrbon/http3-speed-compare. 
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4.5 Microservice code design 
The code organization follows the principles of separation of concerns (SoC), distributing logical 

elements between different files as libraries. The main method is declared in the file comparison. Go 

which is located at the root of the project and is the one that needs to be executed or compiled, and the 
libraries are located in the services/ folder. There is also an internal/ folder that holds the structs, 

certificates, global helper functions and stores the files needed for running the tests. 
 

4.5.1 comparison.go 

The main method begins with the handling of command-line arguments, parsing and storing them in a 

struct instantiated with the name myConfig. This struct will validate the arguments and be available as 

a global object to the application. 

If the myConfig object is successfully generated the runHttp method is called, which firstly configures 
the microservice with the services.SetupBootstrap method and then starts it as client 

(services.StartClient) or server (services.StartServer), depending if the chosen microservice is A or 

not. In the case of microservice A the request cycles will start immediately, and store the obtained results 

in the database by calling the method services.StoreTestsuite. 

 

4.5.2 services/bootstrap.go 

This file consists of the methods necessary to configure the microservices, initialize them as clients and 

servers and handle the server requests. 
The StartClient method selects which client (GET or POST) it needs to start, depending on the protocol 

and test suite chosen, and in the case of microservice A calls the CreatePayloadJSON method. This 

method is located in services/time.go and sets the initial time just before the client incorporates a file 

in the request body and sends it along with the time values. 

The StartServer method will identify what microservice, test suite and protocol have been defined as 

parameter and call the appropriate methods to be executed. 

The serverHandler method is the common handler point for all server responses, independently of what 

protocol is in use. On reception of the request it immediately calls the SetJSONOnTouch method to 
save the time and, depending on what microservice it is configured for may call the StartClient method 

to continue the cycle or just send back a response to the client that called it. 

 

4.5.3 services/tcp.go and services/quic.go 

These two files have an identical structure with a method to define a server and methods that define 

GET and POST requests performed by clients. The first starts the server as HTTP/1.1 and HTTP/2 using 

the core Go library, while the second starts an HTTP/3 server using the third-party library in use. 
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The methods StartHTTP1 and StartHTTP2 are very similar on their inner logic, as they only differ on 

the type of protocol adopted. These methods configure the server port and security certificate, making 

sure all connections are done using TLS. StartHTTP3 does the same but included more configuration 

options. All the servers accept GET and POST requests. 

Following the same principle, StartClientTCPGET, StartClientTCPPOST, StartClientQUICGET and 

StartClientQUICPOST are very similar. They all follow the logic of setting up the client with the 

associated protocol and HTTP request type, associating the defined port to connect to and the TLS 
certificate to send to the server. They also add their own timing to the payload JSON data when receiving 

the response to the server by calling the SetJSONOnResponse method. 

 

4.5.4 services/testbed.go 

This file contains a map with the files that are added to each request as part of the payload, varying per 

test identifier. Below is a mapping of files, their sizes and scenarios that use them: 

 
File Size Tests 
internal/files/small.json 128B A1, A2, A3, B1 

internal/files/medium.json 1KB A4, A5, A6, B2 
Interna/files/large.json 10KB A7, A8, A9, B3 

Table 2 - Mapping of files used per tes suite and scenario 

 

PrepareTestPayload is the method responsible for returning the appropriate file to be included in the 

body request. 

4.5.5 services/time.go 

This file centralizes the handling of the JSON data with time information that is sent as a request payload 
during the test loops and ends its lifecycle being stored in the database for later analysis. Its methods 

are called by the distinct microservice instances during their process to add their respective time 

information. 

The method CreatePayloadJSON initializes the JSON object by getting the body file using the  

PrepareTest method and subsequently saving the current time and returning the object. 

SetJSONOnTouch is called every time a server receives a request and saves the current time on the 

JSON object before returning the updated object. 

SetJSONOnResponse also updates the object with current time but is called on every arrival of the 
response to a client and is also responsible for calculating the time difference between the server touch 

time and the client response time. 

Figure 4 depicts the structure of the JSON message that traverses the microservices and is returned to 

microservice A for test suite A and B. Each microservice fills in the timing values regarding itself at 

request arrival and subsequent request initialization time, saving the time computations at response 

time. 
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Figure 4 - JSON payloads for test suites A (left) and B (right) 

 

4.5.6 services/storage.go 

The storage file consists of methods that will save the metadata contents of the JSON object to a table 
in the database. If a database does not exist for the current test scenario it will be created, and 

subsequently filled with records for each of the test cycles. The tests’ results of each scenario are stored 

in the respective table (e.g., scenario A1 is stored in table A1, recall Table 2). The database technology 

relies in MariaDB. 

 

4.5.7 Internal/certs 

This is the location of the TLS certificates used for all the tests. They are common for all HTTP versions. 

 

4.5.8 internal/structs/config.go 

This defines an object that is configured at the initialization time of the microservice and is available 

globally to the application, holding the parameters necessary to identify and distinguish the role of the 

microservice in each test suite and scenario. 

The object features private validation methods that ensure the configuration parameters passed by the 

user are appropriate for a given test suite. 
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4.6 Initializing the microservices 
The application supports a set of initialization parameters that allow its configuration for a specific 

purpose. Table 3 depicts the minimum parameters for a successful initialization per microservice for 

tests A1 (test suite A) and B1 (test suite B). For a complete list of available parameters and their 
explanation please refer to section 9.2 (annexes). The matrix of tests can be found in chapter 5. 

The microservices can be initialized as client, client / server hybrids and servers in test suite A, and 

simply as clients and servers in test suite B.  
  

Test 
suite 

Microservic
e Parameter 

A A (client) -host localhost -http 1.1 -conn 8000 -ts A -ms A -s 1 -dbhost 
localhost -dbport 3306 -dbuser user-dbpass pass -nameserv 
localhost 

B (hybrid) -host localhost  -http 1.1 -conn 8001 -serv 8000 -ts A -ms B -
s 1 -nameserv localhost 

C (hybrid) -host localhost -http 1.1 -conn 8002 -serv 8001 -ts A -ms C -s 
1 -nameserv localhost 

D (server) -host localhost -http 1.1 -serv 8002 -ts A -ms D -s 1 -
nameserv localhost 

B A (client) -host localhost -http 1.1 -conn 8000 -ts B -ms A -s 1 -dbhost 
localhost -dbport 3306 -dbuser user-dbpass pass -nameserv 
localhost 

B (server) -host localhost -http 1.1 -serv 8000 -ts B -ms B -s 1 -
nameserv localhost 

Table 3 – Microservice initialization parameters for tests A1 and B1 

The initialization of the application as distinct microservices must be done in inverse order of the 
microservice name, from D to A in the case of the test suite A, and B to A for the test suite B. This is 

because of the dependencies on listening ports, as the microservice A starts its request cycles 

immediately after initialization. 

 

4.7 Containerization of the microservice 
To select a container technology we considered the utilization of Docker [40], CoreOS rkt [41]i and LXC 

(Linux Containers) [42]. The objective was to use a technology that would be at the same time flexible 

and widespread in the industry, and we considered Docker the best candidate for our purposes. 

The choice of this vendor was a conscious attempt to reproduce the conditions of development and 
production environments closely aligned with common industry practices. CoreOS RKT is in widespread 

use as well, but the configuration proved to be more challenging than that of Docker. We ruled out LXC 



22 

 

due to the fact of it not supporting other Unix-based operating systems such as MacOS, where our 

application was originally developed. 

The utilization of containers provided a greater level of flexibility when compared to running the 

microservice as a native application, but proved at times challenging. It allowed us to orchestrate the 

automated collection, monitoring and analysis of data and made it possible to run the testing scenarios 

locally and in a cloud provider with the same environmental conditions. 

 

4.7.1 Types of containers 

In line with the logic of the application described in section 4.1, the containers are initialized as either 

client, hybrid (client and server) or server, depending on what test suite and microservice is being 

initialized. Table 3 shows the different parameters needed for that initialization, but in the case of 

containers we added bash scripts to automate this process. 

In the subsequent sections we display the procedures needed to run the microservices inside 

containers. 

 

 

4.7.2 Client 

To build the client for the different test suites the following steps are required, as well as having 

previously compiled the binary with the Linux flags. 

 

Step Command Details 

1 cd $GOPATH/src/path_to_project Project root 

2 ./ dockers/client/buildClient.sh 
 

To build the client image 
dockers for MS A  in the 
different test suits 

3  Update WORKDIR in the docker 
file according to the $GOPATH 

Table 4 - Build client docker image 

The client container image is created by including a script that invokes the microservice with the 
appropriate commands. To manage the call of the microservice a bash script (startHttpClient.sh) was 

developed to receive the values for the different parameters, as exemplified below. 

#!/bin/sh 
./comparison -http $HTTP_VERSION -ms $MS -conn $PORT -ts $TS -s $S -dbhost $DBHOST -
dbport $DBPORT -dbuser $DBUSER -dbpass $DBPASS -dbname $DBNAME -delay $DELAY -host $HOST 
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This way different values could be used for the experiment tests within a single client docker image. For 

this purpose, the docker images have been configured to work with environment variables (flag -e ), 

which were set for each test, as exemplified below. 

docker run --rm --name msa-A-1 -h msa.jpbourbon-httpspeed.io \ 
--network host \ 
-e HTTP_VERSION=1.1 \ 
-e MS=A -e PORT=8000 -e TS=A -e S=1 -e DBHOST=db.jpbourbon-httpspeed.io -e DBPORT=3306 -
e DBUSER=root -e DELAY=1s -e DBNAME=httpcompare -e HOST=msb.jpbourbon-httpspeed.io -it 
http-min-speed-client 

 

 

4.7.3 Server 

To build the server for the different test suites the following steps are required, as well as having 

previously compiled the binary with the Linux flags. 

 

Step Command Details 

1 cd $GOPATH/src/path_to_project Project root 

2 ./ dockers/client/buildServer.sh 
 

To build the server image 
dockers for MS A  in the 
different test suits 

3  Update WORKDIR in the docker 
file according to the $GOPATH 

Table 5 - Build the server docker image 

The server container image is created by including a script that invokes the microservice with the 

appropriate commands. To manage the call of the microservice a bash script (startHttpServer.sh) was 
developed to receive the values for the different parameters, as exemplified below. 

#!/bin/sh 
./comparison -http $HTTP_VERSION -ms $MS -serv $PORT -ts $TS -host $HOST -s $S -nameserv 
$SERVERNAME -ipserv $IPSERVER 

 

This way different values could be used for the experiment tests within a single server docker image. 

For this purpose, the docker images have been configured to work with environment variables (flag -e 

), which were set for each test, as exemplified below. 

docker run --rm -d -p 8002:8002 -p 8002:8002/udp --name $name -h $servername \ 
--network host \ 
--security-opt="seccomp=unconfined"  \ 
--security-opt="label=disable" \ 
--privileged \ 
--cap-add=ALL \ 
-e HTTP_VERSION=$http_version -e MS=$ms -e PORT=$port -e TS=$ts -e S=$s \ 
-e HOST=$host -e SERVERNAME=$host -it http-min-speed-server 
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4.7.4 Hybrid 

To build the client / server (hybrid) for the different test suites the following steps are required, as well 

as having previously compiled the binary with the Linux flags. 
 

Step Command Details 

1 cd $GOPATH/src/path_to_project Project root 

2 ./ dockers/client/buildHybrid.sh 
 

To build the hybrid image 
dockers for MS A  in the 
different test suits 

3  Update WORKDIR in the docker 
file according to the $GOPATH 

Table 6 - Build the hybrid docker image 

The hybrid container image is created by including a script that invokes the microservice with the 

appropriate commands. To manage the call of the microservice a bash script (startHttpHybrid.sh) was 

developed to receive the values for the different parameters, as exemplified below. 

#!/bin/sh 
./comparison -http $HTTP_VERSION -ms $MS -conn $PORT_CON -serv $PORT -ts $TS -s $S -host 
$HOST -nameserv $SERVERNAME -ipserv $IPSERVER 

 
This way different values could be used for the experiment tests within a single hybrid docker image. 

For this purpose, the docker images have been configured to work with environment variables (flag -e 

), which were set for each test, as exemplified below. 

docker run --rm -d -p 8001:8001 -p 8001:8001/udp --name $name -h $servername \ 
--network host \ 
--security-opt="seccomp=unconfined"  \ 
--security-opt="label=disable" \ 
--privileged \ 
--cap-add=ALL \ 
-e HTTP_VERSION=$http_version -e MS=$ms -e PORT=$port -e TS=$ts -e S=$s \ 
-e HOST=$host -e PORT_CON=$port_con -e HOST=$host -e SERVERNAME=$servername  -it http-
min-speed-hybrid 

 

4.8 Certificates 
HTTP/3 makes it mandatory to use TLS for every transaction. This requirement means a meaningful 

comparison with HTTP/1.1 and HTTP/2 has to be done in similar conditions. 

All the certificates are available in the certs and testdata folders. 

All the certificates have been produced for the domain jpbourbon.httpspeed.io using the mkcert utility 

[43]. 
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Figure 5 shows the list of generated certificates for the docker domain, as well as the localhost default 

certificate (server.key, server.crt) that can be used when running the application as native binary 

instances. 

 
 

Due to the utilization of self-generated certificates for a custom and non-registered domain name for the 

purpose of the tests, we need to install our own rootCA file at operating system level. This has to be 

done for every single microservice container, as they are mapped to different domains. Below are 

instructions for installing the rootCA file on macOS and Linux. 

 

4.8.1.1 Installing on Mac OS X 
 

On this system it is only required to install the rootCA, as per the Table below. 

Step Command Details 

1 sudo security add-trusted-cert -d -r trustRoot -
k /Library/Keychains/System.keychain 
~/Documents/root-ca/mkcert/rootCA.pem 

Install rootCA 

Table 7 - Install rootCA on Mac OS X 

 

4.8.1.2 Installing on Ubuntu 
On a Linux system it is required to install and reload the list of certificates, as documented in the Table 

below. 
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Step Command Details 

1 sudo cp 
$GOPATH/src/path_to_project/internal/certs/rootCA.pem 
/usr/local/share/ca-certificates/ 

Install rootCA 

2 sudo dpkg-reconfigure ca-certificates Load new certificate. 

Table 8 - Install rooCA on Ubuntu 

 

4.9 Containers Networking 
Docker supports different modes of networking [44], which include the host, bridge, overlay, macvlan 

and swarm (when having docker daemons in different virtual machines). For the microservice 

experiments two modes have been considered, the host and the bridge. 
 

4.9.1 Bridge network 

The bridge network is the default network mode of docker, and enables applications connected to the 

same bridge/network to communicate. This mode allows docker to isolate communications of 

applications in network segments. All the routing and forwarding of packets in this network mode is 

performed by docker daemon, which assures that the applications in different network segments do not 

communicate. The communication between bridges/network segments is possible using overlay 

networks. 
The advantage of this mode is that it works in all the operating systems (Mac OS, Linux, windows), but 

has the disadvantage of introducing additional delay to the packet processing.  

A user defined network, as exemplified bellow can be created with a specific subnet and gateway. 

docker network create --driver=bridge --subnet=172.28.5.0/24 --gateway=172.28.5.254 
speednet 

 
This mode was only used for the dockers with monitoring functionalities. 

 

4.9.2 Host network 

The host network mode shares the network stack of the host, which means that the container does not 

have a specific IP address since it uses the IP configuration of the host. This network mode is specifically 

relevant when considering performance issues, since it does not introduce any additional processing, in 

comparison to the other network modes.  

Despite the gains in performance, the disadvantage of this mode is that it only works on Linux hosts. 
This mode was employed for the dockers with the microservices. 
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4.10 Data collection strategy 
The data collection approach adopted in this research consists of using 2 separate databases, each 

one with a distinct purpose and access times in the experiment lifecycle. 

MariaDB (fork of MySQL) was used to write the records for each test cycle, holding the timing information 

for each microservice transaction. Each test (A1, B, etc.) generates a table whose columns correspond 

to the JSON keys shown in Figure 4, and the records are saved as the last step in each cycle of test by 

microservice A. 

InfluxDB is used to hold CPU and memory usage data collected during the whole test, and is written to 
after all cycles in a test are completed. The monitoring server data is done using the Telegraf plugin for 

InfluxDB. The first iterations of the application development used cAdvisory by Google for container 

monitoring, but this solution was deprecated in favor of Telegraf due to the need to have a more closely 

integrated approach to the data collection that was not easily achieved with cAdvisory. 

The combination of the data held in these 2 databases allows us to gather information about transaction 

timings and server resource usage at container level, allowing us to gain a more complete picture of 

how the different versions of the HTTP protocol work. 
We developed a series of bash scripts that allow us to automate the entire process of running tests and 

collecting data, so the tests can be run ad-hoc or in sequence and always save the relevant data. 

Information about initializing the databases can be found in annex 3 (9.3), and for an overview of bash 

scripts used refer to annex 4 (9.4). 

 

4.10.1 MariaDB database structure 

The SQL and persistent database that is configured in MariaDB corresponds to the httpcompare. The 

tables that exist on this database depend on the test suite of the tests. As an example, the test suite A 

leads to the creation of 9 tables (A1-A9), while the test suite B leads to the creation of 3 tables, as shown 
in Figure 5. 

As we can see the tables B1, B2, B3 share the same structure, which is defined according to the required 

fields to hold the time information regarding the exchange of data between the diverse microservices. 

In particular the fields with the time information (i.e., elapsedXX) correspond to a number (bigint) to hold 

the time elapsed in the communication between services. As an example, the elapsedABA corresponds 

to the sum of the elapsedAB and elapsedBA times. 
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Figure 5 - MariaDB example of tables in the test suite B 

 

4.10.2 InfluxDB timeseries database 

As presented earlier, InfluxDB was employed to gather the monitoring data of containers and for the 

application. The monitoring data includes mainly CPU and memory usage, number of threads 
associated with the application’s processes. As highlighted in Figure 6, InfluxDB organizes the data in 

databases and measurements which are a kind of containers for tags, fields and time columns, 

conceptually, measurements can be compared to SQL tables [45]. Tags correspond to indexed fields, 

thus providing better performance on queries operations (e.g., searching data). Considering the 

example provided in Figure 6, the measurement docker_container_CPU includes diverse fields like the 

usage_percent (which is plotted in the image), considering the diverse containers that were used in the 

experiments. 
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Figure 6 - Example of timeseries measurements in InfluxDB 

The database that is used to aggregate the monitoring data corresponds to the telegraf.autogen 

database, which is automatically filled by the telegraf application. The measurements (e.g., tables) differ 

between tests with and without containers, since the method to collect metrics differs. The prior relies 

on the metrics provided by docker regarding the different containers, while the last one relies on the 

metrics provided by procstats utility, which gathers performance information regarding the monitored 

processes. 
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5 Experiments 
In the previous chapter we presented and detailed the testing application developed for this work, and 

the configurations to build and run it, either as a single binary or inside a container. 

In this section we begin with the characterization of the 5G SBA and how it relates to the testing 

architecture for this work. We present in detail the testing infrastructure, including also the data collection 
strategy, the defined metrics and the configuration of the scenarios at test. 

The goal of the experiments is to assess the performance of HTTP/3 as the transport protocol for 

microservices, and to assess its suitability to be the relying transport protocol for the Service Based 

Architecture (SBA) of 5G.  

 

5.1 Evaluating a 5G Service Based Architecture  
The Service Based Architecture is specified in several technical specifications (TS) from 3GPP. In 

particular the, TS 23.50 [4] introduces the 5G System Architecture, identifying the different services 

composing the architecture, while the TS 29.500 [5]  details the protocols to enable the communication 

between the distinct services in the SBA. A general overview of the SBA is illustrated in Figure 8, 

highlighting some services of this architecture and the mapping of the implemented microservices. 

 
Figure 7 - Service Based Architecture 

The User Equipment (UE) connects to the 5G core through the Radio Access Network service. The 

Access and Mobility Management Function service (AMF) is responsible of assuring UE access 

selection and session management. The Authentication Server Function (AUSF) holds the 
authentication functionalities to enable the access to the network. The instance running as AUSF is 

registered in the Network Repository Function (NRF) service, which is consulted by the AMF to retrieve 

the correct AUSF endpoint (for instance, considering a multi-slice configuration), in order to forward the 

initial authentication request to enable network access. 

The specifications of the Service Based Architecture (SBA) [5] also include details regarding the 

transport protocol and information regarding the APIs that the different services must expose. The 

HTTP/2 protocol [46] is employed as the Service Based interface, with standard HTTP headers and 

custom HTTP headers, where each service (or Network Function - NF) can act as a HTTP server, or as 

AMF SMF

AUSF NEF PCF NRF

APIs (HTTP/JSON)

UE RAN UPF

Control plane
Data plane

msA

msB

msD msC

SMF - Session Management 
Function
UE - User Equipment
UPF - User Plane Function

AMF - Access and Mobility Management Function
AUSF - Authentication Server Function
NEF - Network Exposure Function
NRF - Network Repository Function
PCF - Policy Control Function
RAN - Radio Access Network
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a HTTP client. As depicted in Figure 1, AMF acts as a HTTP server for UE and as a HTTP client when 

requesting information to NRF. 

 

 

5.2 5G services as microservices 
5G Network Functions (NF) (i.e., 5G services, such as Policy Control Function) can be implemented in 

different ways in different programming languages and can be deployed in distinct modes. A common 

deployment mode is to deploy the NF as virtual network functions running in virtual machines [7], where 

a 1:1 mapping exists between a NF and a virtual machine. There are clear advantages with this model, 

since the lifecycle of a NF is easily maintained with the management of virtual machines in traditional 

infrastructures such as OpenStack and orchestrated using Orchestration frameworks [47]. On the other 

end, practices such as DevOps [48] introduce agile practices which introduce automation in early phases 
of development to promote the release of new functionalities within assured quality and collaboration 

between different actors. In this context microservices can be employed to modernize software oriented 

architectures, to promote scalability and maintenance [1-9]. 

The Service Based Architecture of 5G is not an exception to DevOps trend. A microservice based 

architecture contributes to the concrete realisation of the 5G SBA, considering scalability, security and 

functional requirements. In this line, several authors [6-49] have proposed the use of containers (e.g., 

dockers, LXC, RKT or other containerisation technology) to implement services in 5G networks. Despite 
such, the migration of 5G services to containers must be performed considering the limitations of the 

container technology, such as the network I/O performance [8].  
 

5.3 Test parameters  
Within the experiment goals in mind, two test cases were devised, which aimed to reproduce real-life 

microservices topologies. The first, test suite A, comprised of 4 microservices configured to listen to 

and/or request POST HTTP transactions resulting in a chain of requests from microservice A to D and 

back. In this case microservice A started the process and wouldn’t initialize a new one before receiving 
the final response from microservice B and storing the results in the database. In the case of test suite 

B, several instances of microservice A would do a GET HTTP request to microservice B in parallel and 

store the respective results in the database. 

The scenarios of the experiments were based on the different values for the parameters of tests, which 

are summarized in Table 9.  
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Test 
Suite 

HTTP 
Transaction 

Payload 
Size 

HTTP 
version 

Network 
type 

# Virtual 
Machines 

(VMs) 
Container 

NmsA in 
tsB 

A, B GET, POST 128B 

1KB 

10KB 

1.1 

2 

3 

noLoss 

Lag 

Lossy 

1, 2, 4 noDocker 

Docker 

4, 50 

Table 9 - Parameters of tests 

These two test suites were the basis for the different scenarios where the size of request payload and 
the available resources were the variables to control, as well as the HTTP version to test. The test suite 

B only includes GET requests within all the payload sizes, in all the HTTP versions, network type and 

containers and employs a maximum of 2 virtual machines. 

In terms of network infrastructure, we decided to replicate the tests that were originally designed to be 

run as containers in the same virtual machine in a distributed environment where each microservice 

would be in a different virtual machine (two or four depending on the test suit).  

The tests were originally designed to run in a virtual network with low latency and no errors (noLoss 

network type), but we decided to also perform tests in networks with different conditions. The lag network 
conditions include a loss ratio (~1%) and with latency (mean delay around 50ms with a deviation of 

20ms following a normal distribution). The lossy network conditions include a loss ratio around 10% and 

a packet corruption ratio of 1%. The purpose of using different network conditions is to confirm the 

findings in the literature that report a gain in performance when employing HTTP/3 as the base transport 

protocol. 

The parameter container was also employed to assess the performance difference when running the 

microservices in containers and running as native applications with no containers (noDocker). 
The number of msA instances (NmsA parameter) in the test suite B is to assess the impact of having 

several clients performing simultaneous requests. 

 

5.4 Test suite A 
The goal of this test suite is to gather data on transaction timings for microservice connections in 

exclusivity of resources. For this goal any given transaction is done in sequence, and nothing else 

happens in parallel on the system. This test suite mimics a 5G SBA implementation where a single USE 

service instance (msA) is considered, which 2k POST requests sequentially. 

Test suite A consists of 4 microservices, from A to D, where A is a client, B and C are clients and servers 
at the same time, while D acts only as a server. As shown in Figure 8, the flow of communication starts 

in microservice A and reaches D after passing through B and C. The transaction in this test suite relies 

on POST requests that are triggered in cascade and wait for response from the subsequent 

microservices to close the connection. 
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Microservice A initiates a test cycle by reading a predefined JSON file and adding it to a POST request 

body, along with information about current time. Following this, a request is made to microservice B, 

which adds its time information to the same POST body and sends it as a request to microservice C. 

This microservice repeats the process and touches microservice D, which adds its own time information 

and starts the response cycle with the timing information extracted from the request body. Microservice 

C receives the response from D and calculates elapsed time for itself, adding it to the response body, 

which is sent to microservice B where the process is repeated and then to microservice A. 
The response arriving at microservice A contains all the timing information from microservices B, C and 

D, and is completed with this microservice’s own data. When this is done, microservice A translates the 

JSON into a SQL query and adds a new record to the respective database table with all the data, ending 

the test cycle. Each test consists of 2000 cycles, this number has been chosen in order to have 

statistically meaningful results. 

 
Figure 8 - Structure of Test suite A 

Microservice A Microservice B

Microservice CMicroservice D

1. Reads a file and incorporates it in 
the request body, alongside a set 
of meta properties that will hold 
time data;

2. Sends request to microservice B;
3. Computes and adds elapsed time 

data from microservice B’s reply; 
4. Saves the complete response body 

received in the appropriate 
database table;

1. Holds in memory current time and 
saves it to the message received 
from microservice A;

2. Sends a request to microservice C 
with the updated body data;

3. Computes and adds elapsed time 
data from microservice C’s reply; 

4. Sends response to microservice A;

1. Holds in memory current time and 
saves it to the message received 
from microservice B;

2. Sends a request to microservice D 
with the updated body data; 

3. Computes and adds elapsed time 
data from microservice D’s reply; 

4. Sends response to microservice B; 

1. Holds in memory current time and 
saves it to the message received 
from microservice C;

2. Sends response to micro-service 
C without the file data in the 
request body; 

file DB
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5.5 Test suite B 
The goal of this test suite is to gather data on transaction timings for microservice connections when 

running in concurrency. For this goal, 4 instances of microservice A exist at the same time and compete 

for resources when performing requests on microservice B. The goal of this test is to mimic the 

concurrency introduced with the simultaneous requests of 5G services, which are considered according 

to the number of msA instances (NmsA). 

Test suite B consists of 2 microservices, A and B, where A is a client within 4 instances, and B is only a 

server. As shown in figure 10, the flow of communication starts in microservice A and reaches B. This 
is done through GET requests that are done in parallel by all instances of microservice A and the 

connection ends when the response arrives from microservice B. 

Microservice A initiates a test cycle by making a request to microservice B. This reads a predefined 

JSON file and adds it to a GET response body, along with information about current time. 

The response arriving at microservice A is completed with this microservice’s own data. When this is 

done, microservice A translates the JSON into a SQL query and adds a new record to a database table 

with all the data, ending the test cycle. 
The total number of requests varies between 8k and 100k according to the configured number of msA 

instances (NmsA). Each msA instance performs 2k requests. 

 
Figure 9  - Structure of Test suite B 

 

Microservice A Microservice B

fileDB

1. Reads a file and incorporates it in 
the request body, alongside a set 
of meta properties that will hold 
time data;

2. Saves the current time to the 
request body;

3. Sends response to microservice A;

1. Holds current time in memory;
2. Sends the request to microservice 

B;
3. Computes and adds elapsed time 

data from microservice B’s reply;
4. Saves the complete response body 

received in the appropriate table on 
the database;
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5.6 Test scenarios  
Different test scenarios were performed, according the combination of the values of the test parameters. 

Table 10 depicts the matrix of scenarios where test suites were run. 

Scenario ID Test 
Suite 

Container #VMs Network type Description 

Single_01 A, B Docker  1 noLoss Microservice 

running in 

containers that 

are in the same 

VM. 

Single_02 A, B noDocker 1 noLoss Microservices 

running in a 

single VM as 
native 

application. 

Distributed_01 A, B Docker 2 (B) 

4 (A) 

noLoss Microservices 

running in 

containers that 

hosted in diferent 

VMs. 

Distributed_02 A, B noDocker 2 (B) 

4 (A) 

noLoss Microservices 

running in distinct 

VMs as native 

application. 

Distributed_01_delay A, B Docker 2 (B) 

4 (A) 

Lag 

• 𝑁"#$%&(50𝑚𝑠, 20𝑚𝑠) 

• loss ratio 1% 

Microservices 

running in 
containers that 

hosted in diferent 

VMs. 

Distributed_02_delay A, B noDocker 2 (B) 

4 (A) 

Lag 

• 𝑁"#$%&(50𝑚𝑠, 20𝑚𝑠) 

• loss ratio 1% 

Microservices 

running in distinct 

VMs as native 

application. 
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Distributed_01_loss A, B Docker 2 (B) 

4 (A) 

Lossy 

• loss ratio 10% 

• corruption ratio 1% 

Microservices 

running in 

containers that 

hosted in diferent 

VMs. 

Distributed_02_loss A, B noDocker 2 (B) 

4 (A) 

Lossy 

• loss ratio 10% 

• corruption ratio 1% 

Microservices 

running in distinct 
VMs as native 

application. 

Table 10 - Matrix of infrastructures and tests 

It should be highlighted that the lag and lossy network conditions were not considered for the single 

scenarios, since all the microservices run inside the same virtual machine, thus not traversing network 

segments that can have different conditions. 

The tests performed in each scenario are identified according to the values in the different parameters, 

in particular the HTTP version and the payload size employed. Table 11 depicts the matrix of tests on 

each test suite, including protocol version, number of cycles and file sizes. 

Test ID Test suite Cycles HTTP version Payload size 

A1 

A 2K 

1.1 128B 

A2 2 128B 

A3 3 128B 

A4 1.1 1KB 

A5 2 1KB 

A6 3 1KB 

A7 1.1 10KB 

A8 2 10KB 

A9 3 10KB 

B1 

B 8K  (NmsA = 4) 
100k (NmsA = 50)  

1.1 128B 

B2 2 128B 

B3 3 128B 

Table 11 - Matrix of test suites and tests 
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The scenarios are illustrated in Figure 10 and Figure 11, considering the different parameters of tests. 

The scenarios were deployed in an OpenStack Infrastructure using a dedicated project with a network 

topology with a public network (to access to the Internet) and a private network dedicated to the traffic 

of microservices. The OpenStack Pike version was used in the setup of the scenarios. 

 
Figure 10 - Deployment scenarios in a single VM 

The virtual machines used in the tests have installed the Linux Operating system, with the Debian 

distribution.  

The tests with lag and lossy network conditions required configuration in the respective virtual machines. 

The lag was configured using the networking emulation capabilities of Linux (NetEm) with loss ratio 

around 1% and a delay following a normal distribution within the values 𝑁"#$%&(50𝑚𝑠, 20𝑚𝑠). The lossy 

network was configured to include loss ratio around 10% and packet corruption of 1%. 

The delay and lossy configurations have been performed by configuring the queueing discipline of the 

ethernet interfaces connected to the private network and by using the tc tool [50] available in Linux. 

In the following sections we describe the requirements, the running of the experiments and the results 
obtained for each test suite and scenario. 

influxDBtelegraf

MariaDB

msA msB msC msD

Domain:
jpbourbon-httpspeed.io

Scenarios: 
single01 - Containers in the same VM
single02 - Microservices in the same VM

Virtual Machine Microservice Container Monitoring Microservice
data
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Figure 11 - Deployment scenarios in distributed VMs 

 

5.7 Evaluation metrics  
To assess the performance of microservices in the experiments two groups of metrics have been 

considered: performance and impact metrics. The performance metrics are measured in the 

implementation of the service and rely mainly in time information. The impact or monitoring metrics 

consider mainly the metrics associated with the usage of resources in the system. Table 12 depicts the 

evaluation metrics highlighting the mechanisms how they have been measured. 

Metric Group Units Description Measurement 
mechanism 

elapsedTimeXY 

pe
rfo

rm
an

ce
 

Measured in 

nanoseconds, 

reported in 

milliseconds. 

Time elapsed between a 

request sent from ms X 

and arrival on ms Y 

Measured by each 

microservice.  

elapsedTimeABCDA Time elapsed between 

request sent from ms A 

Measured by the 

initial and final ms A, 

in ts A 

Domain:
jpbourbon-httpspeed.io

Scenarios: 
distributed01 - Containers in several VMs
distributed02 - Microservices in several VMs

Virtual Machine Microservice Container Monitoring Microservice
data

influxDB telegraf

MariaDB msA

msB telegraf

msC telegraf

telegrafmsD
 #VM1 

 #VM2  

 #VM3   

 #VM4    
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elapsedTimeABA and arrival of reply at the 

initial microservice 

Measured by the 

initial and final ms A 

in ts B 

Requests Success 

Rate 

% Ratio of successful 

HTTP requests 

(considering 2k requests 

per client) 

Ratio between 

requests sent and 

requests recorded in 

the database. 

Usage CPU 

Im
pa

ct
 o

r 

m
on

ito
rin

g 

% Percentage of CPU 

used 

Collected by telegraf 

and measured by 
docker or procstat 

utility. Memory used bytes Amount of memory used 

Table 12 - Evaluation metrics in the experiments 

 

5.8 Experiment requirements 
The experiments require the configuration of some services in the diverse virtual machines. Figure 12 

illustrates the deployment of such services according to the microservices. 

As illustrated in Figure 12 the server component of the diverse required services has been deployed on 

the virtual machine hosting microservice A. The other virtual machines hosting the remaining 

microservices have been configured as clients. The required services include: 
1. DNS service, required due the use of TLS and to manage a local domain jpbourbon-httpspeed.io 

2. Network Time Protocol (NTP) service, required to configure the clock of the diverse virtual 

machines.  

The following subsections detail the configuration of the required services and others that were 

employed to monitor the execution of tests. 
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Figure 12 - Deployment of required services 

 

5.9 DNS service 
DNS is a core service in the Internet and is required by the majority of the services in the Internet. For 

instance, the verification of certificates in the TLS handshake requires the translation between names 

and IP addresses. Considering the diverse scenarios, previously described, two major configurations 

were performed in the DNS server: single configuration scenarios and distributed configuration 
scenarios, as depicted in Table 13. 

 

Scenario(s) Zone files Configuration examples (main zone file) 

single db.jpbourbon-

httpspeed.io_single 

db.192.168_single (for reverse 

resolution) 

ns.jpbourbon-httpspeed.io. IN A 192.168.1.7 

msd.jpbourbon-httpspeed.io. IN A 192.168.1.7 

msa.jpbourbon-httpspeed.io. IN A 192.168.1.7 

msb.jpbourbon-httpspeed.io. IN A 192.168.1.7 
msc.jpbourbon-httpspeed.io. IN A 192.168.1.7 

db.jpbourbon-httpspeed.io. IN A 192.168.1.7 

influx.jpbourbon-httpspeed.io. IN A 192.168.1.7 

distributed db.jpbourbon-httpspeed.io 

db.192.168 (for reverse 

resolution) 

ns.jpbourbon-httpspeed.io. IN A 192.168.1.7 

msd.jpbourbon-httpspeed.io. IN A 192.168.1.9 

msa.jpbourbon-httpspeed.io. IN A 192.168.1.7 

influxDB telegraf

MariaDB msA

Virtual Machine Microservice Container Service

Bind Server
(DNS)

Chrony Server 
(NTP)

Chronograf

Domain:
jpbourbon-httpspeed.io

msB

Chrony 
client

DNS 
client

msC

Chrony 
client

DNS 
client

msD

Chrony 
client

DNS 
client
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msb.jpbourbon-httpspeed.io. IN A 

192.168.1.12 

msc.jpbourbon-httpspeed.io. IN A 192.168.1.5 

db.jpbourbon-httpspeed.io. IN A 192.168.1.7 

influx.jpbourbon-httpspeed.io. IN A 192.168.1.7 

Table 13 - Bind zone configuration files for the diverse scenarios 

The DNS server relied in BIND version 9 [51], which is a well-known open source DNS server maintained 

by the Internet Systems Consortium. BIND was configured as an authoritative server for the domain 

jpbourbon-httpspeed.io1 in the virtual machine running the microservice A. The virtual machines hosting 

the remaining microservices were configured with the IP addresses of the virtual machine where the 

DNS was installed. Additional configurations were also performed to avoid modifications in the 

/etc/resolv.conf by other services, like DHCP and the DNS IP addresses were also configured in the 

networking properties of OpenStack. 

When performing tests in the single scenarios, BIND was configured and restarted to load the 
information of the zone in the single scenario, this procedure was also applied before running the tests 

in the distributed scenarios. 

 

5.10 Clock Synchronization 
The clock between the diverse virtual machines was synchronized to allow an accurate determination 

of the transaction timings between the distinct microservices. Network Time Protocol (NTP) is commonly 

used to synchronize the clock of machines in the Internet. By default, the NTP service is installed and 

configured in Linux to synchronize machine clocks according the time zone settings configured. 

Nonetheless, it was used the Chrony service [52] since this one has a better accuracy in comparison to 
standard NTP service and provides more flexibility to fine tune the configuration in local networks for 

seamless clock synchronization. 

The virtual machine hosting the microservice A was configured to as the chrony server, in particular to 

act as a local stratum level 5 server. The option manual was employed to allow the setting the time with 

the chronyc utility. The remaining virtual machines were configured to act as clients to only adjust their 

time according to the time provided by the virtual machine with microservice A. To assure clock 

synchronization, it was forced the synchronization with the command set resumed in Table 14. 

Command Description 
sudo chronyc -a makestep Force synchronization in the local machine. 

sudo chronyc sources Check the status of synchronization 
Table 14 - Chrony commands to force and check the status of clock syncrhonization 

 
1 This domain is not registered in the Internet, it was only used for the experiments, and thus only 
available in the testbed were the experiments were performed. 
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Due to the use of Chrony service, all the NTP services (deployed by default on Debian) were 

deactivated. 

 

5.11 Chronograf - Dashboard 
The Chronograf service is part of the TICK stack from influx data [53]. Chronograf is not a required 

service but is useful to check the status of InfluxDB and telegraf, that is, it allows to view and query the 

data that is available at InfluxDB. This service is connected to InfluxDB, within the provision of the IP 

address and respective access credentials. Figure 13 illustrates the main functionalities of Chronograf, 

which include infrastructure monitoring, alert management (not used in the experiments), data 
visualization and database management (not used in the experiment). 

 
Figure 13 - Illustrative example of Chronograf feature [54] 

 

5.12 Telegraf – collecting service 
Telegraf is a service that performs metrics collection (recall Table 12 regarding the evaluation metrics), 

via a plugin approach. In the experiments two plugins have been employed, namely the docker and the 
procstat to allow metric collection on the scenarios using containers and, on the scenarios, running the 

application natively, as summarized in Table 15. 

 

 

 

Scenario(s) Telegraf service Telegraf plugin Collected metrics 
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Single01, distributed01  

(using containers) 

As a docker container 

with a volume mounted to 

access docker endpoint 

[[inputs.docker]] Network stats 

Memory stats 

CPU stats 

Single02, distributed02 

(native application) 

As a native service to 

access the processes 

running in the machine 

[[inputs.procstat]] CPU stats 

Memory stats 

Process information 

Table 15 - Correspondence between scenarios and Telegraf plugins 

The docker plugin in Telegraf is an input plugin that uses the docker client to gather metrics in the docker 
engine api. For instance, it allows the collection of statistics associated with a container, like network 

stats (rx_packets,rx_dropped, tx_packets, tx_dropped, among others), memory stats (RSS, cache, page 

faults, max usage, among others), CPU statistics (usage percentage, usage in usermode, usage in 

kernelmode, among others). More information on the available metrics can be found at the Docker 

Engine API [55]. The configuration of this plugin is performed in the section [[inputs.docker]], and 

requires the configuration of the endpoint of docker socket (endpoint = unix:///var/run/docker.sock). 

 

The procstat plugin in telegraf is an input plugin that allows to collect metrics from specific processes. 
Besides the statistics regarding CPU and memory usage, it also collects information regarding the 

process like the number of threads and number of file descriptors. This plugin is configured in the section 

[[inputs.procstats]] and requires information regarding the pattern and/or prefix to find the processes to 

be monitored. The full list of metrics provided by this plugin is available in the documentation of the 

procstats plugin [56]. The following table depicts the configuration that was used. 

 

[[inputs.procstat]] 

   pattern = "comparison"  
   prefix="comparison" 

   pid_tag=true 
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6 Evaluation Results 
In the previous chapter we detailed the testing scenarios for our work, along with the infrastructure, data 

collection strategy and impact metrics. 

In this chapter we describe the results achieved in the diverse tests that were executed to assess the 

performance of the different versions of the HTTP protocol. The results are presented per test suite 
considering the performance and the previously introduced impact metrics. 

 

6.1 Test Suite A 
This section discusses the results achieved in the tests with test suite A. This test suite consists of 

scenarios where 4 microservices transmit a request and response payload in sequence from A to D and 

back using the POST method. The number of test cycles is 2000, and each of the cycles has access to 

maximum resources, since there is no parallelization. The variables in test are the size of the request 

payload contents, which varies by incorporating a json file on its body, the HTTP versions, the utilization 
or not of docker containers and the network conditions in the case of the distributed scenarios. 

 

6.1.1 Performance Results 

The performance metric more relevant to the study is the total time elapsed from the moment the 

microservice A sends the request and receives the respective response. 

 

  
Figure 14 - elapsedTimeABCDA in test suite A 

Figure 14 depicts the overall elapsed time in milliseconds, considering the diverse tests (A1-A9) with 

different HTTP versions (1.1, 2, 3), with several payload size (small, medium, large) and scenarios. A 

clear distinction, as expected is that the elapsed time (e.g. transaction time) is higher in the distributed 
scenarios, since the requests from msA traverses all the microservices that are hosted in different virtual 
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machines, in comparison to the single tests. The overall transaction time difference between distributed 

and single tests relies in the order of 10ms. 

 

In the normal scenario, HTTP/3 (colored in blue) presents the worst values for the transaction times, 

which are also higher in the tests with the larger payload sizes. The performance difference between 

HTTP/1.1 and HTTP/2 is neglectable in distributed and single scenarios, since both versions of the 

protocol provide similar transaction times and similar variations. The use of containers (i.e. docker tests) 
impact the performance of the microservice, since the transaction time tends to be higher in comparison 

to the tests where microservices run as native applications. 

In the lag scenarios the transaction time increases with all the HTTP protocols, leading to transactions 

times above 1.2s. HTTP/3 presents the lowest transaction times, which incur that the flow control 

mechanisms of QUIC adapt more seamlessly than those of TCP (base of HTTP/1.1 and HTTP/2) in 

delay network. In these scenarios the performance difference between tests with and without containers 

is not significant. 

In the lossy scenarios the transaction time increases within the range [200ms, 1.2s], thus bellow the 
values achieved in the lag scenarios. HTTP/1.1 and HTTP/2 presents the results with more variation, 

while HTTP/3 is able to provide lower transaction times and with smooth variations. 

 

 
Figure 15 - Request success rate in tsA 

Figure 15 depicts the request success rate in the tests of test suite A. Only some test cases present a 

non-successful rate, in particular in the lossy scenarios (lossCorrupt) for HTTP/1.1 and HTTP/2, the 

remaining test cases present levels of 100% for the successful rate. The lossy network influences the 

success rate, while the lag network impacts the transaction times. The achieved results demonstrate 

that HTTP/3 provides better performance in networks with lossy and with delay variations, which is in 

line with results achieved by other authors [22-23-24-25-26-27-28]. 
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6.1.2 Impact Results 

This subsection presents the results achieved regarding the impact of using microservices with the 

diverse HTTP protocol versions in the test suite A. 
 

  
Figure 16 - CPU utilization in tsA 

Figure 16 depicts the CPU utilization rate in all the scenarios of the test suite A. The scenarios with 

normal network conditions lead to a higher CPU utilization either with and without containers, since the 

transactions occur more rapidly than those in scenarios with lag or lossy network conditions, where the 

duration of tests was higher. The microservices using more CPU, are those performing server or proxy 

functions, such as the msB, msC which receive the requests and forward them to msD. The processing 

functionality of these microservices is higher than msA, acting as client.  

In the scenarios where the microservices are hosted in a single machine the CPU utilization is higher, 
as expected since all the microservices share the vCPUs of the VM. The HTTP/3 protocol is the one 

having more impact on the CPU utilization. In particular, in the noDocker scenarios with lossy networks 

the HTTP/3 protocol uses more CPU, with the tendency to increase with the large payload size. This 

behavior is associated with the flow control of QUIC. 

  
Figure 17 - memory used in tsA 
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Another relevant metric is the amount of memory used by the microservices. Figure 17 illustrates the 

achieved results for the used memory in tsA. HTTP/3 is the protocol with the lower memory footprint, in 

addition the used memory levels of HTTP/3 are almost similar in all the scenarios, the variation is smooth 

[15MB - 20MB], contrasting with HTTP/1.1 and HTTP/2 that require more memory.  As with the CPU 

utilization metric, the scenarios with normal conditions lead to a higher level of used memory. As 

expected, the employment of containers leads a higher utilization of memory, in comparison to the 

equivalent noDocker scenarios, due to the required management functionalities performed by the 
docker daemon. 

 

 

6.2 Test Suite B 
This section discusses the results achieved in the tests with test suite B. This test suite consists of 

scenarios where a number N of instances of microservice A (msA) send GET requests to a single 

instance of microservice B (msB) in parallel, which returns a response payload that includes the contents 

of a file. The number of test cycles initiated by each msA instance is 2000, resulting in a total number of 

cycles of N*2000, where N is 4 or 50. The variables in test are the HTTP versions, the utilization or not 
of docker containers and the network conditions in the case of the distributed scenarios. The size of the 

JSON file embedded in the response payload body is constant, and is the same used in test case 1, 4 

and 7 of test suite A. 

 

6.2.1 Performance Results 

The results in test suite B first focus the minimal number of instances (NmsA=4) to assess the impact of 

using containers and then the results with minimal and maximum instances to assess the impact of 

having different simultaneous microservices. In this test suite, the elapsed time corresponds to the 

average of the diverse clients of msA performing simultaneous requests. 
 

  
Figure 18 – Overall and Partial elapsed time in tsB  
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Figure 18 depicts the overall and partial elapsed times in milliseconds within the minimal instances, 

highlighting lower transaction times in scenarios without containers. The partial elapsed times reveal 

that the connection establishment process leads to higher transaction times, since the time to send a 

request from msA to msB (elapsedAB) is always higher than the reply (elapsedBA), which is sent in the 

opposite direction. The single scenarios tend to introduce lower transaction times but without a clear 

performance distinction from the homologous distributed scenarios. Following the trend in tsA, HTTP/3 

is the protocol with higher transaction times. 
The transaction times in the test suite B is lower in comparison to the test suite A, since the requests 

only involve two microservices (A and B). 

  
Figure 19 – Performance metrics in tsB for distributed scenarios 

Figure 19 compares the elapsed time and the requests success rate considering the diverse number of 

instances. In the normal scenarios HTTP/3 presents higher values for the transaction times and tend to 

present some variations in the requests success rate either with and without containers.  

In the lag scenarios the transaction time increases ~20times with minimal and ~1.5times with maximum 

instances, and with the trend of HTTP/3 to hava higher transaction times. The request success rate 

decreases with the maximum number of instances, with and without containers. Indeed, the use of 
containers leads to lower success rates, as the delay to establish connection is higher.  

The lossy scenarios lead to higher variation in terms of the transaction times and lead to lower success 

rates, in particular in scenarios with containers (similar trend as in lag networks). Besides decreasing 

the request success rate, the network losses also introduce more variation in the successful requests 

rate. HTTP/3 tends to present lower success rates but with lower variation in comparison to HTTP/1.1 

and HTTP/2. 

Despite not pictured the single scenarios did not present non successful requests rates in the test suite 

B. 
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6.2.2 Impact Results 

The test suite B is characterized by the concurrency of GET requests, performed by diverse 

microservices.  

  
Figure 20 - CPU utilization in test suite B 

Figure 20 depicts the CPU utilisation rate in all the scenarios of tsB and considers msA - acting as clients 

and msB acting as server. For all the tests, it is the msB that uses more CPU, which increases within 

the maximum number of instances. Following the trend verified in test suite A, HTTP/3 is the protocol 

that leads to a higher utilisation of CPU and the use of containers also lead to a higher variation regarding 

CPU utilization. As expected, msB consumes more CPU since it holds server functionalities. 

 

 

  
Figure 21 - Memory used in test suite B 

Figure 21 depicts the memory utilization rate, where one can observe that the maximum number of 
instances leads to a higher utilization of resources, in particular by the msB. In addition, the employment 

of containers also leads to higher resources consumption. For instance, the tests with minimal instances 

without containers do not exceed 200MB of memory, which is lower than the 250MB used in the single01 

test cases.  
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HTTP/3 consumes less memory, as revealed in the test suite A, with the exception of the lossy network 

conditions, where the flow control mechanisms of QUIC require more memory to mitigate the effects of 

the packet loss and packet corruption conditions. 
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7 Conclusion 
When defining the research scope and goals, we focused on the impact of adopting HTTP/3 in current 

system architectures, specifically the ones based in services. We identified therefore two main ideas 

that became goals to achieve in this research. Firstly, we wanted to validate whether HTTP/3 would 

deliver performance increments for scenarios of low-latency and frequent transaction of small amounts 
of data such as in the case of microservice transactions using REST APIs when compared with previous 

versions of the protocol. Secondly, assert if it might be a candidate for use in a SBA information system 

such as the 5G core network, which Service Based Architecture relies on services exposing their 

functionalities in APIs. 

The methodological approach for our research was action research, whose characteristic cycles were 

ideal to tackle the research unknowns of what is in essence an important paradigm shift. We approached 

the testing of the protocols inspired on the work of previous authors [22-27-28] in which custom test 
applications were developed to simulate distinct networking aspects. Following those principles and 

practices, we developed our own application that needed to be flexible, accurate and reliable, guarantee 

equality of treatment for the three versions of the HTTP protocol in test, and able to be applied in different 

topologies (same VM, distributed, containerized or native application), in order to allow a diversity of 

testing scenarios.  

The results obtained on our tests indicate that HTTP/3 delivers better performance than HTTP/1.1 with 

TLS and HTTP/2 with TLS in scenarios of higher latency or lossy networks. On our tests we were able 

to observe results similar to the ones obtained by other authors [22-23-24-25-26-27-28], which confers 
a level of validity of the adopted methodology. Within the experiment goals in mind, two test cases were 

devised, which aimed to reproduce real-life microservices topologies. The first, test suite A, comprised 

of 4 microservices configured to listen to and/or request POST HTTP transactions resulting in a chain 

of requests from microservice A to D and backwards. In this case, microservice A started the process 

and couldn’t initialize a new one before receiving the final response from microservice B and storing the 

results in the database. In the case of test suite B, several instances (4 or 50) of microservice A would 

do a GET HTTP request to microservice B in parallel and store the respective results in the database. 
The experiment scenarios were based on the different values for the test parameters. 

• The first research goal refers to scenarios of low or no latency and less errors in the network. In 

those HTTP/3 did not compare well with the previous versions of the protocol, except in the 

lower amount of memory in use during processing. In other words, HTTP/3 tends to present 

higher latency times regarding the processing of information, but requires less memory in 

comparison to the remaining HTTP protocols versions. All scenarios tested showed consistently 

that this protocol is not at a position to replace HTTP/2 or even HTTP/1.1, both with TLS, in 
scenarios where virtual networks are in use, such as transactions between microservices in a 

cloud. This may be a consequence of the optimization towards error correction and resilience 

that motivated the creation of this protocol, and it is not clear that the situation may improve with 

future iterations of the protocol. Our data indicates a clear disadvantage for HTTP/3 in terms of 

speed in all tests and scenarios, suggesting it may not be indicated for microservices 
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architectures that share virtual networks. The same may not be true, however, for web services 

(third-party APIs) as they in principle wouldn’t share the same network, but this hypothesis falls 

out of the scope of the present research. 

• The second research goal focuses on the potential of using HTTP/3 in SBA, specifically the 5G 

network, which can suffer errors or delays in packet transmission. The results suggest that 

HTTP/3 may be a fairly strong candidate to be used in networks characterized by those 
conditions, which is a typical case of any wireless network, including cellular with a considerable 

number of connected devices. The scope of our research, however, did not include testing all 

the features required for cellular networks such as cell hopping capabilities, and the level of 

noise and latency inserted in the network was small. This means that our conclusions for the 

second goal must be read as contributions suggesting a direction but never providing a definitive 

answer. In all experiments HTTP/3 proved to be more efficient in performance, which allow us 

to argue in favour of this protocol to interact with 5G APIs. 

This research has been in essence a learning journey, an iterative process by which we were able to 
retrospect and improve upon lessons learned in previous stages and cycles, enriching the final result of 

the present work. One of the challenges we were faced with was the high volume of dropped connection 

in HTTP/3 with when running test suite B with maximum number of instances of microservice A 

requesting data from microservice B in parallel. This was a worrying obstacle that for some time hindered 

our progress, as not much information seemed to be available about this. It was solved, however, with 

the adjustment of a parameter for UDP connection tracking in Linux seemingly present in the operating 

system to avoid DoS attacks using this protocol. Since this is not a well-known feature we argue it is 
worth pointing it out for future reference. 

 Among the lessons learned we must highlight the differences between the original research proposal 

and the present document. The original proposal included comparisons of test results for the same 

scenario running locally and in a commercial cloud provider to assert if the availability of more resources 

could have an impact in the performance of the protocols in test. After the first research cycle, however, 

we decided it was more relevant for our research to run all tests in the cloud and create scenarios of 

distributed architecture, which were not in the original proposal. This decision allowed us to collect a 

richer dataset to analyse, giving us more confidence in our research. Another noticeable difference with 
respect to the original proposal is the comparison between results obtained in scenarios with different 

network conditions. 

 

7.1 Contributions 
This research contributes to a wider understanding of the possible applications and current limitations 

of the HTTP/3 protocol by presenting actionable data that can inform decision for system architects on 

its utilization in production environments. We compared the use of the protocol with previous versions 

in possible microservice scenarios that are common across the industry and offer an insight into aspects 

of its utilization that were either not clearly treated in the literature so far or are emergent, such as its 
application to 5G core networks. 
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Our findings indicate that HTTP/3 is not a viable alternative to the previous versions of the protocol in 

use cases where the network has low or no packet loss or lag, such as in the case of microservices 

sharing the same virtual machine or possibly sharing the same hardware resources. This behaviour is 

irrespective of amount of data being transferred between the microservices. On the other hand, the data 

we collected on our research demonstrate the benefits of employing HTTP/3 (i.e. gains of performance 

and resource usage) in specific scenario, in particular with lag and lossy network conditions, which is 

often the case for cellular networks, of which 5G won’t certainly be an exception.  

• Along with the observed results, the research process provided insights on some less obvious 

aspects of the technology. The question of the need to properly configure the UDP connection 

tracking functionality on Linux systems which impacts HTTP/3 performance is an important one, 

and we hope to make it clearer with this research. 

• We believe this is relevant work, and the findings and conclusions we obtained may be useful 
for the community at large. This led us to submit a paper to ELSEVIER Computer 

Communications journal which at the time of delivery of this dissertation should be in peer 

review process. 

• The source code we developed for this research is available for review and execution at 

https://github.com/jpbourbon/http3-speed-compare. 

We also hope to contribute to future research with some ideas set forth in the following subsection. 

 

7.2 Future work 
The object of the research on the present work is a new version of the HTTP/3 protocol which, at the 
moment of writing, is still in the process of ratification at the IETF. This means that not only the result 

obtained on our tests (and in any prior research) were done on an evolving version of the protocol, but 

also that the implementation used may be further optimized in the future. 

The research presented in this dissertation, therefore, lends itself to be reproduced in the future when 

the protocol is finally ratified and the libraries supporting it are more evolved and further optimized. The 

library chosen for this research is in active development as an open source project and is written in Go, 

as well as the supporting application we built is, but it would be perfectly possible to build a similar 

application using any other available library in any other language. 
In terms of scenarios, our scope was necessarily limited to the goals set forth, but we could think of test 

variations which could open new perspectives in the understanding of the cases where the new protocol 

can be adopted with benefit. For example, there could be a putative test suite C, which would take the 

topology of test suite A and run it in concurrency (several instances of microservice A making requests 

at the same time). We could also think of a test that could introduce higher latency in the transaction 

between microservice A and B but not between the other microservices, simulating communication from 

outside the application domain. We could even consider the use of third-party services (web services) 
to understand if there would be any relevant differences against the results now obtained. 
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Furthermore, we limited ourselves to GET and POST requests, but we know RESTful APIs make use 

of the other HTTP verbs such as PUT, DELETE, among others. This is research that may be relevant if 

we are to adopt HTTP/3 as a general-purpose protocol. 
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Annexes 
 
Below we present additional information regarding the custom application built for this research, as well 

as information about the bash scripts used to automate the running of test scenarios. 

I. Building the code 

A. Cloning the repository 

Having a default Golang environment set up on the system, the user is required to clone the repository 

to the $GOPATH package folder. 

 

Step Command Details 

1 cd $GOPATH/ Default directory structure 
inside the $GOPATH 

2 go install github.com/jpbourbon/http3-speed-
compare 

Install the application from 
the repository and all its 
dependencies 

Annex I 1 - Cloning the repository to a local environment 

B. Building the binary 

 

The compilation can be achieved with the following command: 

 

Step Command Details 

1 cd $GOPATH/src/path_to_project/ Project root 

2 go build comparison.go 
 

Create a binary for the 
application 

Annex I 2 - Compiling the application 

This process will result in a binary file comparison ready to be initialized as a microservice. 

 

 

C. Building the binary for use in containers 

The containers use a linux image, therefore the application must be compiled for that operating system 

using the appropriate flags: 
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Step Command Details 

1 cd $GOPATH/src/path_to_project/ Project root 

2 CGO_ENABLED=0 GOOS=linux go build -
installsuffix cgo -o comparison comparison.go  

Create a binary for the 
application using Linux flags 

Annex I 3  - Compile the application to run in linux 

 

II. List of available parameters for microservice initialization 

 

Parameter Type Description 

--conn  int  Server port to connect to. 0 for M D 

  --dbhost string DB host address (only M A) (default "127.0.0.1") 

  --dbname string DB name (only for M A) (default "httpcompare") 

  --dbpass string DB password (only for M A) 

  --dbport int DB port (only M A) (default 3306) 

  --dbuser string DB username (only M A) (default "root") 

  --delay string Request delay in miliseconds (default "0") 

  --host string To connect to {msa,msb,msc,msd}.jpbourbon.httpspeed.io 

  --http string 1.1, 2, 3 (default "1.1") 

  --ms string A to D (default "A") 

  --nameserv string Server name for certificates 
{msa,msb,msc,msd}.jpbourbon.httpspeed.io 

  --s int Scenarion number (default 1) 

  --serv int  Listening port of this server, 0 for M A 

  --ts string A or B (default "A") 

Annex II 1 - List of available parameters for microservice initialization 

 

III. Auxiliary tooling used for data collection and analysis 

Below are instructions on running the components used for our data collection and analysis pipeline. 
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A. Database (MariaDB) 

 

Step Command Details 

1 cd 
$GOPATH/src/path_to_project/dockers/minimal/db 

Tools folder 

2 ./buildDB.sh  Pull a docker image with 
MariaDB 

3 ./runDB.sh Run the docker with MariaDB. 
Change root password if 
necessary. The “speednet” 
virtual network must be 
running to start the 
database. 

Annex III 1 - Start the database 

 

B. Influxdb 

 

Step Command Details 

1 cd 
$GOPATH/src/path_to_project/dockers/minimal/db 

Tools folder 

2 docker pull influxdb  Pull a docker image with 
influxdb 

3 ./startInfluxdb.sh Start the influx server. The 
commands are summarized in 
the script. 

Annex III 2 - Start the influx server 

C. Telegraf 

Telegraf depends on influx, influx must be running beforehand. 

 

Step Command Details 

1 cd 
$GOPATH/src/path_to_project/dockers/minimal/db 

Tools folder 

2 docker pull telegraf  Pull a docker image with 
telegraf 

3 ./startTelegraf.sh Start the telegraf server. 

Annex III 3 - Start telegraf server 
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IV. Lag and lossy scenarios 

Lag and lossy scenario configuration are defined in specific scripts that use the throttle controller (tc)-

NetEm) tool for linux. These scripts are run before and after the test cycles to adjust the network 
conditions. 

A. Delay 

The script allows the user to enable or disable delay, with the following parameters: 

Command Details 

$GOPATH/src/path_to_project/scripts/qdist_delay.sh 
add dev 

Adds 50ms 20ms delay with 
normal distribution, and 1% 
loss to the network 

$GOPATH/src/path_to_project/scripts/qdist_delay.sh 
del dev 

Removes 50ms 20ms delay with 
normal distribution, and 1% 
loss from the network 

Annex IV 1 - qdisc_delay.sh parameters 

 

B. Lossy 

The script allows the user to enable or disable loss, with the following parameters: 

Command Details 

$GOPATH/src/path_to_project/scripts/qdist_loss.sh 
add dev 

Adds 10% loss and 1% 
corruption to the network 

$GOPATH/src/path_to_project/scripts/qdist_loss.sh 
del dev 

Removes 10% loss and 1% 
corruption from the network 

Annex IV 2 - qdisc_loss.sh parameters 

 

V. Test suite B with 50 clients 

Running the test suite B with 50 clients (instances of microservice A) in parallel required using an 

additional V, so that each could handle 25 processes and not overload their resources. The 

synchronization of both virtual machines is done by running a script that opens a SSH session to each 

of them and starts the microservice instantiation process. 

$GOPATH/src/path_to_project/scrits/distributed01/run_tsB_50.sh Initialize 25 
instances of msA 
on VM A and C 

$GOPATH/src/path_to_project/scrits/distributed01_loss/run_tsB_50.sh Initialize 25 
instances of msA 
on VM A and C 
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$GOPATH/src/path_to_project/scrits/distributed02/xrun_tsB_50.sh Initialize 25 
instances of msA 
on VM A and C 

$GOPATH/src/path_to_project/scrits/distributed02_loss/run_tsB_50.sh Initialize 25 
instances of msA 
on VM A and C 

Annex V 1 - Running 50 instances of msA in parallel 

 

VI. Linux connection tracking 

When running tests with 50 clients in concurrency we noted a very high rate of connection drops for 

HTTP/3. This was due to the default settings of the connection tracker in the system that monitors all 

UDP connections to prevent the use of this protocol in DoS attacks. We developed a script that could 

change using iptables: 

Command Details 

$GOPATH/src/path_to_project/scripts/iptables.sh Change iptables configuration 

 
iptables -t raw -A PREROUTING -p udp --dport 8000 -j NOTRACK 
iptables -t raw -A PREROUTING -p udp --sport 8000 -j NOTRACK 
 
 
iptables -t raw -A OUTPUT -p udp --dport 8000 -j NOTRACK 
iptables -t raw -A OUTPUT -p udp --sport 8000 -j NOTRACK 
 
iptables -A INPUT -m conntrack --ctstate RELATED,ESTABLISHED,UNTRACKED -j ACCEPT 
 
sysctl -w net.nf_conntrack_max=256536 
sysctl -w net.netfilter.nf_conntrack_max=256536 
 
iptables -L -t raw 

Annex VI 2 - Configuration of iptables for connection tracker 

 

 

 

 


